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Abstract

Vision-Language-Action (VLA) models have emerged as powerful foundations
for robotic manipulation, but their reliance on fixed camera configurations during
training makes them brittle to changes in camera count or pose during deployment.
To overcome these limitations, we propose VersaCamVLA, a camera-configurable
framework that decouples camera-set representation from action learning. Ver-
saCamVLA learns a unified scene-token interface that maps an arbitrary, variable
set of posed RGB views into fixed-size latent scene tokens. This is achieved via
multi-signal target-view prediction and Wrist-Augmented Pose Sampling (WAPS),
which leverages natural wrist-camera motion for free pose diversity. At deployment,
a lightweight spatial encoder injects these compact scene tokens into a pretrained
base VLA as a supplementary visual condition, requiring no explicit 3D sensing
or novel-view rendering. Experiments on RoboTwin, LIBERO, and a real-robot
platform demonstrate that VersaCamVLA consistently outperforms prior VLA
methods and direct multi-view baselines, maintaining robust performance across
varying camera counts and unseen camera poses.

1 Introduction

Vision-Language-Action (VLA) models have become a powerful foundation for robotic manipulation,
adapting pretrained Vision-Language Models (VLMs) to map visual observations, language instruc-
tions, and proprioception to robot actions [1H8], and their semantic priors and few-shot adaptability
make them attractive as general policies across diverse tasks and environments. However, fine-grained
tasks such as precise insertion, and bimanual assembly demand reliable spatial perception, which is
tightly coupled to the cameras used during training: changing the number of cameras or shifting a
camera’s pose alters the visual token distribution and degrades the policy. This poses a obstacle for
deployment, where camera placement is often constrained by the robot, workspace, or task, and a
useful view on one platform may be unavailable or suboptimal on another, as illustrated in Fig. [T}

Prior work has addressed camera sensitivity through several complementary directions. One line of
work improves viewpoint robustness by collecting demonstrations from multiple camera poses [9-
12] or synthesizing novel views for training-time augmentation [13]] and training-free test-time
adaptation [14]. However, multi-pose collection is costly on real robots, and synthesis-based methods
depend on the fidelity of generated views. Another line introduces geometric priors through depth,
point clouds, or rendered views [15H18]], as well as geometric features extracted from RGB images by
pretrained 3D foundation models [19,[20]]. Finally, multi-camera policies often append visual tokens
from additional cameras to the policy input [21H23]]. This direct multi-view formulation improves
coverage, but it still binds the policy to the camera count and view layout used during action learning,
and its token length grows with the number of input views.
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Figure 1: Left: Different manipulation tasks prefer different camera views, making a fixed view setup
suboptimal. Right: VersaCamVLA augments a vanilla VLA with a camera-configurable scene-token
interface that enables flexible view setup at deployment.

We argue that a VLA should instead support a camera-configurable visual pathway that accepts
a variable number of posed RGB views, makes no assumption on camera poses, and presents the
action policy with a unified fixed-size scene representation. To this end, we present VersaCamVLA,
a camera-configurable VLA framework that decouples camera-set representation learning from
action learning. Rather than redesigning the VLA backbone or requiring explicit 3D reconstruction,
VersaCamVLA learns a unified scene-token interface between raw camera observations and the policy.
This interface maps any non-empty set of posed RGB views into fixed-size scene tokens, allowing
different camera configurations to be represented through the same policy-facing visual format.

VersaCamVLA is trained in two stages: unified scene-token interface learning and scene-token-
conditioned VLA policy learning. In Stage I, a scene encoder aggregates a source set of posed
RGB views into latent scene tokens, and a training-only scene decoder queries these tokens with
target-camera rays predict RGB, semantic, and edge signals at target views. This multi-signal target-
view objective encourages the scene tokens to preserve view-consistent spatial information while
providing object-level and boundary-aware supervision beyond raw pixel reconstruction. To expose
the encoder to diverse camera configurations without collecting additional multi-pose demonstrations,
we introduce Wrist-Augmented Pose Sampling (WAPS), which turns the natural motion of wrist
cameras into a free source of pose diversity. At each training frame, WAPS varies the source camera
subset while asking the decoder to reconstruct all available views, producing both self-reconstruction
and cross-view prediction signals for the same scene tokens.

In Stage II, VersaCamVLA discards the decoder and prediction heads, freezes the scene encoder, and
integrates the learned scene tokens into a pretrained VLA policy. The base VLA keeps its native
fixed-view RGB input and action-learning objective, while a lightweight spatial encoder compresses
the learned scene tokens into a compact supplementary visual condition. Camera flexibility therefore
enters through the auxiliary scene-token pathway: any available posed camera subset can be encoded
into the same fixed-size representation, while the action expert receives a stable conditioning interface.
At deployment, VersaCamVLA supports versatile camera setups and requires only RGB images with
camera intrinsics and extrinsics. No novel-view rendering, depth estimation, point-cloud processing,
or explicit 3D reconstruction is needed.

We evaluate VersaCamVLA on RoboTwin [24], LIBERO [25], and a real-robot platform with varying
camera counts and poses. Across these scenarios, VersaCamVLA consistently outperforms prior
works and direct multi-view baselines. These findings show that learning a unified scene-token
interface effectively makes pretrained VLA policies more robust to practical camera-configuration
changes. In summary, our main contributions are threefold:



* We formulate camera-configurable VLA policy learning, where a policy must operate with a
variable number of posed RGB views without assuming fixed camera poses, while maintaining a
fixed-size visual interface for action prediction.

* We propose VersaCamVLA, a two-stage framework that learns a unified scene-token interface
through target-view prediction, then injects the resulting scene tokens into a pretrained VLA as
supplementary visual conditioning. Wrist-Augmented Pose Sampling is introduced to exploit
wrist-camera motion as free pose diversity for scene-token learning.

* We validate VersaCamVLA on simulation and real-robot manipulation benchmarks, showing
consistent improvements over prior VLA methods and direct multi-view baselines under changing
camera counts and unseen camera poses.

2 Related Work

2.1 Vision-Language-Action Models

Vision-Language-Action models (VLAs) [[1H3l 22} 16l 4, 15| [26] adapt pretrained vision-language mod-
els (VLMs) to robot control by training on large-scale teleoperation and egocentric data, generalizing
across novel scenes, objects, and instructions. However, recent evaluations show that VLAs are
sensitive to camera-configuration shifts, especially viewpoint variations [27H29], mainly because
their 2D RGB inputs lack explicit camera-pose awareness. Most VLA policies further fix the number
of input cameras during post-training, limiting adaptation to camera additions, removals, or pose
changes. Our work targets this underexplored camera-configuration flexibility for pretrained VLAs.

2.2 Viewpoint Generalization for Vision-Language-Action Policies

Recent work addresses viewpoint brittleness in visuomotor and Vision-Language-Action policies
through data augmentation, test-time view synthesis, and geometry-aware representation learning.
Data augmentation broadens viewpoint coverage through multi-pose demonstrations [9, 10, [12]] or
novel-view synthesis [30} 31]], but is limited by collection cost and synthesis fidelity. Geometry-
aware methods inject priors such as depth [[17, |32]], point clouds[33\ [15} [34], or view-aligned 3D
features [[15H17, 135137, 116], as well as geometric features extracted from RGB images by pretrained
3D foundation models [[19} 20]]. In contrast, our method learns compact scene tokens from posed
RGB views, improving unseen-pose robustness without explicit 3D reconstruction at deployment or
extra multi-pose demonstrations, while requiring calibrated camera intrinsics and extrinsics.

2.3 Multi-Camera Perception for Vision-Language-Action Policies

Multi-camera perception is a common strategy in imitation learning and robot manipulation. Prior
policies [21,122] concatenate image features or tokens from multiple cameras and feed them into a
transformer-based action predictor. Recent VLA-style approaches [38, 22} 23| 139-43|] adopt a similar
design by appending external-view tokens to the policy input. This direct multi-view formulation is
simple and effective, and has been widely used to improve scene coverage, reduce occlusion, and
enhance policy performance on fine-grained manipulation tasks.

3 Methodology

We present VersaCamVLA, a camera-configurable VLA framework that decouples camera-set
representation learning from action learning, as illustrated in Fig.[2] In Stage I, VersaCamVLA learns
a unified scene-token interface between raw observations and the policy. A scene encoder maps
any non-empty set of posed RGB views to fixed-size latent scene tokens, supervised by target-view
prediction, which encourages the scene tokens to preserve view-consistent spatial information across
camera poses. In Stage II, the decoder used for scene representation learning is removed, the scene
encoder is frozen, and a compact version of the learned scene tokens is injected into a pretrained
VLA policy as additional visual conditioning, allowing the policy to use observations from different
numbers of cameras and unseen camera poses.

Specifically, we first introduce the camera-configurable VLA setting and base policy in Sec.
We then describe how VersaCamVLA learns the unified scene-token interface in Sec. Sec. 3.3l



Stage I: Unified Scene-Token Interface Learning Stage II: Scene-Token-Conditioned VLA Policy Learning

Multi-View Input Views Fixed Camera Setup Flexible Camera Setup
Robot System RGB Pliicker RGB Pliicker (Match training) (Support unseen poses and varying num.)

Pliicker Unseen Poses and/or Seen Poses

RGB Pliicker RGB Pliicker

M e

Scene ]
Encoder

. Sl e
oA Koo
Scene Encoder @} |
Unified Fixed-size l l Scene Tokens

Scene Tokens .
] Discard (@ --- @) | Vision  Pliicker
Target-View Encoder  Encoder

Pliicker Spati “
patial Text Open
HiEg— L

Camera-configurable Interface

Target-View RGB/Semantic/Edge Supervision [ O - O] [ 00 ]
=g N . i
. S LY . I Pretrained VLM Action
P Expert
P LT L T L T T T T T T LTI T T T T T T
l\ @ Scene Token Task-aware Spatial Token (O Text Token Image Token © Action Token |

Figure 2: Overview of VersaCamVLA. Stage I: A scene encoder aggregates posed RGB views into
fixed-size scene tokens, with a training-only decoder predicting RGB, semantic, and edge signals at
target views. Stage II: The decoder is discarded, the scene encoder is frozen, and a jointly-trained
spatial encoder compresses the tokens into a supplementary visual condition for a pretrained VLA.

presents Wrist-Augmented Pose Sampling, which improves camera-configuration coverage during
scene representation learning. Finally, Sec. [3:4]describes how the learned scene tokens are integrated
into the VLA policy for action learning.

3.1 Camera-Configurable VLA Setting

Standard VLA formulation. A VLA policy 7 predicts robot actions at timestep ¢ from a language
instruction £, visual observation V;, and proprioceptive state Py, written as

At = 7T(‘C7Vt;7)t) = [at7at+17"'7a’t+Ha71], (1)

where H,, is the action horizon. Each action a; = [th, gtL, qf, gtR] € R is represented in joint
space: q, qf* € RS are the left and right arm joint angles, and gF, gf* € R are the gripper states. In
conventional single- or multi-view VLAs, V; is tied to the camera setup used during R{olicy training.
For example, a multi-camera VLA typically instantiates V; as an image tuple {I:} where the
number of views and the camera poses are fixed components of the policy input.

=1

Camera-configurable observations. The fixed-tuple visual observation in standard VLLAs makes
the policy interface depend on the demonstrated camera setup. If a camera is added or moved to
a new pose, the resulting visual tokens no longer match the structure seen during action learning.
To remove this dependency, we keep the standard VLA input-output form but replace the camera
component of V; with a flexible camera set. Let C = {(K*, T%)} Y, denote a camera configuration,
where K? and T? are the intrinsic and extrinsic matrices of camera i. Under this configuration, the
visual observation is V¢ = {(I, K*, T?)}~_,. Camera-configurable VLA policy learning asks for a
single policy that remains valid as C varies across deployment setups. The visual observation should
therefore allow a variable number of views from non-fixed poses, while the downstream action policy
should still receive fixed-size scene tokens. This motivates VersaCamVLA’s scene-token interface,
which maps V¢ to unified scene tokens Z; whose size is independent of N.

Backbone instantiation. We instantiate 7 with 7 5 [[L], a pretrained VLA that uses a VLM [44} 45]
to encode visual and language context and a robotics-specific action expert to generate continuous
action chunks. VersaCamVLA does not redesign the VLA backbone; instead, it augments the
backbone’s visual context with scene tokens produced from Vtc. The action expert follows g 5 [2]
and predicts A; through a flow-matching denoising objective, detailed in Sec.[3.4]



3.2 Unified Scene-Token Interface Learning

To implement a unified scene-token interface, VersaCamVLA uses a scene encoder that turns the
camera-configurable observation into fixed-size scene tokens Z. Inspired by LVSM [46], we learn
this encoder with target-view prediction: a scene decoder, used only during representation learning,
queries Z with target-camera rays and reconstructs RGB, semantic, and edge signals. This objective
encourages Z to support prediction at target views beyond the input views, while presenting the
downstream VLA with a consistent visual representation regardless of the input camera set.

Scene encoder. Given a source camera set S and the corresponding input observation VS =
{(I{, K%, T9)} Y| with N source views, we first compute a Pliicker ray embedding map R for each
posed view. We then tokenize each RGB image and ray map via ViT-style patchification with patch
size p, yielding P = H; W /p? patches per view. For the j-th patch of view i, we concatenate the
RGB patch I7 € RPXP*3 with its ray embedding patch R/ € RP*P*6 and project the result into a
d-dimensional source token: o S

X" = o ([I'Y, R™]) € RY, ©)
where ¢, is a linear patch projection. The tokens from all source views are stacked into a source
sequence X € RIV*P)xd whose length varies with the number of input cameras.

We use L learnable scene tokens E = {eF}£_, with e¥ € R? to aggregate the variable-length

source-token sequence into a fixed-size representation. The source tokens and scene tokens are
concatenated and processed jointly by a Transformer encoder, allowing the scene tokens to attend to
spatial information from all input views through self-attention. We discard the updated source tokens
and retain the updated scene-token outputs Z as the compact scene representation:

Z = Ency([X, E]) € RE*4. 3)

Since L is independent of the number and poses of input cameras, Z provides a fixed-size scene
representation for downstream policy learning under flexible camera configurations.

Scene decoder. To encourage Z to encode view-consistent scene information that remains useful
beyond the input camera views, we train a scene decoder to predict signals at target view poses
conditioned on Z. Given a target camera ¢ = (K, T'), we denote its tokenized Pliicker ray embeddings
as {R“7} le and project each target ray patch through a linear projection ¢gy:

q°7 = digr (R7) € RY. €

The target ray tokens Q°¢ € R¥*9 are concatenated with the scene tokens and passed through a
Transformer with self-attention. We keep only the updated target tokens Y © as output:

Y¢ = Decy ([QF, Z]) € RP*4, 5)

Y ¢ are then fed to lightweight prediction heads for RGB, semantic-map, and edge-map reconstruction.
Successful prediction requires Z to summarize the source observations in a form that supports
prediction beyond the encoder input views.

Multi-signal target-view supervision. Given a target camera set 7, the scene decoder produces
target-view output tokens Y ¢ for each ¢ € 7. A lightweight prediction head A1, then maps Y to a
predicted RGB image:

I° = gy (Y©), ©®)
and is supervised against the ground-truth RGB image I¢ by an MSE term plus a deep perceptual
term Lyer. computed in a pretrained feature space:

N W)
ceT

RGB reconstruction alone can be dominated by texture, lighting, and background statistics. To better
align the scene tokens with manipulation-relevant structure, we add two complementary supervision
signals: semantic maps and edge maps. Two additional heads on the same target-view decoder output
produce the semantic and edge predictions:

S¢ = hsem(YC)y B¢ = hedge(Yc)a (8)



Basic Manipulation(PickCube). Instruction: Use your right arm to center the red cube, then use your left arm to place the red cube into the bowl.

Figure 3: Real-world Manipulation Processes. Representative rollouts of VersaCamVLA on three
real-world tasks: PickCube, StackCube, and Insert Test Tube, showing key execution states from the
initial scene to task completion.

each supervised against its target map by an MSE term:

Loem = Y _MSE(S%,8%),  Leage = »  MSE(B*,B°). 9)
ceT ceT

Semantic targets S¢ come from the simulator’s segmentation sensor in simulation and from a SAM3
segmenter [47] fine-tuned on our real-robot data for real frames; edge targets B¢ are extracted with a
Canny detector. The scene-token learning objective is the weighted sum:

'Cscene = Ergb + )\sem Csem + Aedge Ledgea (10)

where Agem and Aqqge balance the high-level signals against photometric reconstruction.

3.3 Wrist-Augmented Pose Sampling

The scene encoder in Sec. [3.2]is designed to accept a variable number of views from non-fixed poses
and produce fixed-size unified scene tokens for downstream VLA. Learning this camera-configurable
interface, however, requires the training data to cover sufficiently diverse camera placements. In
tabletop manipulation data, static cameras provide stable but sparsely distributed viewpoints, while
wrist cameras sweep a much richer pose distribution as the robot moves. Wrist-Augmented Pose
Sampling (WAPS) turns this natural motion into pose diversity for scene-token learning.

Specifically, for each training frame, let Cs;at and Cyist denote the available static-camera and wrist-
camera views. The source view set S = Sgiat U Swrist fed to the scene encoder is drawn from the two
camera types independently. From the static cameras, we randomly sample n views as Sgtat, Where n
is a random integer between 1 and |Cgtqt|. For wrist cameras, each view is independently included in
Swrist With probability 0.5. We use the full camera pool as the target set 7 = Cgpat U Cyrist, SO the
decoder is always trained to render every available view, regardless of the encoder input.

This design provides two complementary supervision signals on the same scene tokens. Self-
reconstruction on source views preserves visual detail through the latent bottleneck, while cross-view
prediction on held-out views forces Z to support view poses that were not in the encoder input.



Table 1: Simulation results on RoboTwin 2.0. We report success rates (%) on RoboTwin 2.0. All
results are reproduced by us. Bold indicates the best performance in each column.

ACT[21] DP[48] DP3[15] OpenVLA-OFT[3] mo.5 (1] VersaCamVLA
Clean DR Clean DR Clean DR Clean DR Clean DR Clean DR

Task

Blocks Ranking RGB 0 0 0 0 2 0 0 0 38 11 67 12
Blocks Ranking Size 3 0 1 0 2 1 7 0 12 4 35 6
Hanging Mug 6 0 19 0 35 1 12 0 4 4 10 4
Move Stapler Pad 0 0 0 0 7 0 0 0 5 7 8 5
Open Laptop 72 1 53 0 77 1 82 0 90 70 96 62
Open Microwave 72 0 78 0 91 25 23 56 43 26 51 46
Pick Diverse Bottles 8 0 28 0 55 1 9 0 36 21 47 12
Place A2B Left 1 0 3 0 30 1 5 0 42 24 54 17
Place A2B Right 2 0 6 0 43 0 11 0 24 19 45 27
Place Burger Fries 67 0 80 0 75 2 30 0 48 31 81 49
Place Dual Shoes 0 0 4 0 9 0 2 0 25 24 51 25
Place Empty Cup 38 0 27 0 75 1 20 0 77 1 81 27
Place Object Basket 1 0 21 0 49 3 5 0 53 26 76 35
Scan Object 3 0 8 0 29 1 8 1 6 4 35 15
Stack Blocks Three 5 0 0 0 3 0 0 0 18 50 43 3
Stack Bowls Three 37 0 51 0 57 4 29 0 53 24 61 23
Average (%) 19.69 0.06 23.69 0.00 39.94 2.56 15.19 3.56 35.88 21.63 52.56 23.00

Table 2: Simulation results on LIBERO. We report task success rates (%) on LIBERO. Results
marked with * are reproduced by us. Bold indicates the best performance in each column, and
underlined indicates the second-best performance.

Method LIBERO-Spatial LIBERO-Goal LIBERO-Object LIBERO-Long Average
Diffusion Policy[48] 78.3 92.5 68.3 50.5 724
OpenVLA-OFT [3] 95.2 94.2 95.2 93.2 94.5
0.5 (1] 98.0 94.6 99.0 91.6 95.8
VersaCamVLA 98.2 95.0 97.8 924 95.9

By varying the number and poses of source cameras across training frames, the encoder learns to
extract scene representation from arbitrary camera subsets instead of relying on a fixed camera setup.
Wrist-camera motion further provides diverse cross-view targets at no extra data-collection cost.

3.4 Scene-Token-Conditioned VLA Policy Learning

After learning the scene-token interface, we discard the scene decoder and prediction heads, freeze
the scene encoder, and integrate the resulting scene tokens into the base VLA for action learning.

Action policy learning. At time step ¢, the frozen scene encoder maps the versatile camera configu-
ration C and the corresponding posed views V¢ into scene tokens Z; following Sec. Although Z,
has fixed length, directly feeding all scene tokens into the VLA can still add unnecessary computation
and may expose the policy to background details that are irrelevant to action prediction. A convolu-
tional spatial encoder g,, compresses scene tokens into a compact, task-oriented representation:

Zi = g,(Z;). (11)

The compact Z; is fed into VLA as a supplementary scene representation. The policy therefore condi-
tions on the language instruction £, the RGB observations V;, the supplementary scene representation
Z;, and the proprioceptive state P, and predicts the action chunk A;.

The scene encoder stays frozen throughout this stage; g, is randomly initialized and, jointly with
base VLA’s trainable parameters w, optimized by the standard flow-matching action regression loss:

Laction = Ere| v (AT £:V1,Z4,Pi,7) = (A= 9)[3] (12)

where € ~ N(0,1I), 7 ~ U[0,1], A7 = 7A; + (1 — 7)€ is the linear interpolation between noise and
the demonstration action chunk, and v,, ., is the velocity field predicted by the base VLA 7 5’s action
expert. Because g, is supervised only through L;tion, it acts as a task-driven information bottleneck
that retains scene-token information useful for action prediction.



Table 3: Robustness to camera-pose variations. Average success rate (%) on RoboTwin 2.0 Clean
and real-robot tasks. Bold indicates the best performance in each column.

RoboTwin 2.0 Real Robot
Method Seen Pose Unseen Pose Seen Pose Unseen Pose
0.5 48.88 32.88 41.67 13.33
VersaCamVLA 53.44 52.63 53.33 58.33

Table 4: Effect of input camera count. Average success rate (%) on RoboTwin 2.0 Clean and
real-robot tasks. V denotes views. Bold indicates the best performance in each column.

RoboTwin 2.0 Real Robot
Method 3V 4V 5V 6V 3V 4V 5V
0.5 35.88 48.88 X b 4 31.67 41.67 X
VersaCamVLA 52.56 53.44 53.13 55.63 b 4 53.33 65.00

Inference. At deployment, the scene decoder and the three prediction heads are discarded; only the
scene encoder, spatial encoder, and the base VLA backbone (7 5) run on the inference path. Any
subset of posed camera observations available on the robot system is encoded into the same fixed-
length Z,, so the policy operates under flexible camera configurations through a unified scene-token
interface, without novel-view rendering, depth, point clouds, or explicit 3D reconstruction.

4 Experiments

4.1 Experimental Setup

Simulation Setup. We evaluate on two standard robotic manipulation benchmarks, RoboTwin
2.0 [24] for bimanual manipulation under canonical (Clean) and domain-randomized (DR) settings,
and LIBERO [25] for single-arm manipulation across four suites. Embodiments, task selection,
demonstration counts, and training protocols are described in Appendix ??.

Camera-Configuration Setup. Beyond the official benchmark settings, we design additional
evaluations to test robustness to changing camera configurations.

* Camera-Pose Perturbation. On both RoboTwin 2.0 and LIBERO, policies are trained under the
nominal camera setup and evaluated with camera poses perturbed in azimuth, distance, and pitch
over a workspace-centered spherical region, probing generalization to unseen viewpoints.

* Camera-Count Variation. On RoboTwin 2.0 Clean, we train two 7 5 baselines separately at 3
and 4 views and a single VersaCamVLA policy, then evaluate VersaCamVLA under 3, 4, 5, and 6
input views and each 7 5 baseline at its matched view count, isolating the effect of camera count.

Real-World Setup. To evaluate real-robot camera flexibility, we test VersaCamVLA on three
Cobot Magic bimanual tasks, covering sequential coordination, long-horizon manipulation, and fine
handover-and-insertion, with 20 trajectories per task. Figure [3] provides visualizations of all tasks.

* Basic Manipulation (PickCube). The right arm moves a red cube to the workspace center, and
the left arm then picks it up and places it into a bowl, exercising sequential bimanual coordination
in a shared workspace.

* Long-Horizon Manipulation (StackCube). The robot stacks three cubes into a red—green—yellow
tower from bottom to top with cube positions randomized at evaluation; small placement errors
collapse the tower, stressing precise spatial control over an extended horizon.

* Fine-Grained Manipulation(Insert Test Tube): The right arm grasps a test tube, transfers it to
the left arm, and inserts it into a tube rack, requiring accurate handover orientation and fine local
alignment despite gripper-induced occlusions during the handover.

Baselines. We compare VersaCamVLA with visuomotor and bimanual VLA baselines. Visuomotor
policies include ACT [21]], DP [48]] and DP3 [[15]] trained separately per task. VLA baselines include
OpenVLA-OFT [3]], the original 7 5 [[L]. For 7 5, each additional RGB view is encoded with SigL.IP
[49] and appended to the policy input as extra visual tokens in a fixed view order.



Table 5: Token ablation on RoboTwin 2.0
Clean. Average success rate (%). Bold indi-
cates the best performance.

Table 6: Spatial Encoder ablation on
RoboTwin 2.0 Clean. Average success rate (%).
Bold indicates the best performance.

Token Number 48 192 432

Spatial Encoder Pooling Conv

Average SR (%) 50.06 55.63 47.50

Average SR (%) 50.13 55.63

Table 7: WAPS ablation. Average success rate
(%) under the unseen camera pose setting. Bold
indicates the best result.

Table 8: LVSM pretraining ablation. Average
success rate (%) on RoboTwin 2.0 Clean. Bold
indicates the best result.

Method
Average SR (%)

w/o WAPS
48.79

WAPS
52.63

From scratch  Pretrained LVSM
51.25 55.63

Initialization

Average SR (%)

Implementation Details. We use a predictive horizon of H = 50 for all tasks. Details of the
camera-pose perturbation sampling protocol are provided in Appendix ??. We train the policy for
30,000 iterations using AdamW [50] with a learning rate of 5 x 10~° on 8 NVIDIA H100 GPUs and
a total batch size of 512. The primary evaluation metric is task success rate (%).More implementation
details are provided in Appendix ??.

4.2 Main Results

Simulation Results.

* RoboTwin 2.0. Table|[I|reports per-task success rates on the 16 fine-grained RoboTwin 2.0 tasks
under the official Clean and DR settings, with 100 trials per task. Both my 5 and VersaCamVLA
use 3-view inputs. VersaCamVLA achieves the best average in both settings, reaching 52.56% on
Clean and 23.00% on DR. VersaCamVLA achieves the best DR average, showing that scene tokens
provide robust policy representations under appearance randomization.

* LIBERO. Table [2] reports results on the four LIBERO suites, testing whether the scene-token
pathway preserves the general manipulation capability of the pretrained backbone on standard
single-arm tasks. VersaCamVLA reaches an average success rate of 95.9%, substantially above
Diffusion Policy[48] (72.4%) and OpenVLA-OFT(3] (94.5%) and on par with the strong 7 5 [1]]
baseline (95.8%), with slight gains on LIBERO-Spatial, LIBERO-Goal, and LIBERO-Long.

Camera-Configuration Results.

» Camera-Pose Perturbation. Table [3| summarizes camera-pose robustness on both RoboTwin 2.0
and real-robot tasks. The LIBERO counterpart deferred to the Appendix ??. Both 7y 5 and
VersaCamVLA are evaluated under matched four-view inputs, and under perturbation g 5 drops
16.0 pp while VersaCamVLA loses only 0.8 pp. These results show that the scene-token interface
is more pose-robust than direct multi-view token concatenation.

* Camera-Count Variation. Table [4f summarizes the effect of camera-count on both RoboTwin 2.0
and real-robot tasks. On RoboTwin 2.0 Clean, we train two 7 5 baselines separately at 3 and 4
views and a single VersaCamVLA policy, then evaluate VersaCamVLA under 3, 4, 5, and 6 input
views and each 7y 5 baseline at its matched view count, isolating the effect of camera count.

Real-world Results. Tables [3|and [d] report real-robot success rates on three bimanual manipulation
tasks; the same VersaCamVLA model is evaluated at the trained pose, at an unseen pose, and with
one extra test-time camera, while 7 5 is trained separately at 3 and 4 views and tested at the matched
count. Under matched 4-view inputs, VersaCamVLA outperforms 7y 5 by 11.7 and 45.0 percentage
points on seen and unseen camera poses, respectively.

4.3 Ablation Study

We ablate five design choices in VersaCamVLA, covering how the scene-token interface is learned
and how it conditions the action policy.

Number of compressed scene tokens. Table[5]varies the number of compressed scene tokens passed
to the policy. Using 192 tokens achieves the highest average success of 55.63%, compared with
50.06% for 48 tokens and 47.50% for 432 tokens.



Table 9: Ablation of supervision signals for scene-token learning. Average success rate (%) on
RoboTwin 2.0 DR. Bold indicates the best result.

RGB v v v v
Edge X v X v
Semantic X X v v
Average SR 20.94 24.75 25.69 29.50

Spatial encoder architecture. The spatial encoder compresses scene tokens into a supplementary
visual condition for the action policy. As shown in Table[6] convolutional compression achieves
55.63% average success, compared with 50.13% for pooling.

Wrist-Augmented Pose Sampling. Learning a camera-configurable interface requires exposure to
diverse camera poses. Table[/| shows that WAPS improves average success under unseen camera
poses from 48.79% to 52.63%, a gain of 3.84 percentage points.

Scene encoder—decoder initialization. Table [§]examines the contribution of LVSM initialization.
Initializing the scene encoder—decoder from a pretrained LVSM checkpoint achieves 55.63% average
success, compared with 51.25% when trained from scratch.

Multi-signal supervision. RGB reconstruction provides a basic learning signal, while semantic and
edge targets introduce object-level and boundary information. Table 9] shows that adding edge or
semantic supervision individually improves average success from 20.94% to 24.75% and 25.69%,
respectively. Combining both signals yields the best result of 29.50%, an improvement of 8.56
percentage points over RGB-only supervision.

5 Conclusion

We present VersaCamVLA, a camera-configurable VLA framework that augments pretrained policies
with a unified scene-token interface decoupling camera-set representation from action learning.
VersaCamVLA introduces a scene encoder learned by multi-signal target-view prediction and Wrist-
Augmented Pose Sampling that exploits wrist-camera motion as free pose diversity, producing
compact scene tokens that condition a pretrained VLA without explicit 3D sensing. Experiments on
RoboTwin 2.0, LIBERO, and a real-robot platform show consistent improvements over prior VLAs
and direct multi-view baselines under camera-pose perturbations and varying camera counts.

Limitations and broader impacts. VersaCamVLA assumes calibrated camera intrinsics and extrin-
sics and focuses on tabletop bimanual setups with manual camera placement, lacking autonomous
viewpoint selection. Extending the scene-token interface to uncalibrated cameras, active perception
that optimizes camera configurations online, and mobile workspaces remains key future work. In
terms of impact, we hope camera-configurable VLA policies lower the deployment barrier across
robot platforms by reducing reliance on a fixed camera setup. However, safety-critical deployment
requires further validation against task-specific failures under large camera-configuration shifts.
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